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Formula Sheet
SUMMARY STATISTICS
Sample mean: µP= x =

DISTRIBUTIONS-RANDOM VARIABLES

Pn

i=1

n
2
i=1 (xi −x)

xi

n

Variation: V =
n−1
√
Standard deviation: s = σ = V
Median: The middle number or the average middle number
in an ordered list
Lower Quartile: Q1 25% of the data is below that
Upper Quartile: Q3 75% of the data is below that
Interquartile Range IQR = Q3 − Q1
Min: The minimum number in a dataset
Max: The maximum number in a dataset
Range: Range=Max-Min
Upper Whisker: U W = Q3 + 1.5 ∗ IQR
Lower Whisker: LW = Q1 − 1.5 ∗ IQR
Mode: The most frequently occurring value
Geometric mean: The n th root of the product of the
values of the n observations.
Midrange: The mean of the smallest and largest observed
values
Coefficient of Variation: CV = xs ∗ 100%

P
Expected Value (Discrete): µ = E(X)
= ni=1 xi ∗ P (X = xi )
P
Variability (Discrete): σ 2 p
= V (X) = ni=1 (xi − E(X))2 ∗ P (X = xI )
Standard Deviation: σ = V (X) = SD(X)
Uniform Distribution, U (Discrete):
k2 −1
2
U = {1, 2, 3, ..., k}, P (U = i) = k1 , µU = k+1
2 , σU = 12
Bernoulli Distribution, Ber (Discrete):
Ber = {S, F }, P (S) = p, P (F ) = 1 − p
Binomial Distribution, B (Discrete)
:

P (k successes in n trials) = nk ∗ pk ∗ (1 − p)n−k , µB = n ∗ p
2 = n ∗ p ∗ (1 − p)
σB
Poisson Distribution, P (Discrete) :
k −λ
2
P (k occurences) = λ ∗e
k! , µP = λ, σP = λ
Continuous Distribution: A random
variable X together with a
R
+
function f : X → R , such that X f (x)dx = 1 is a continuous
probability distribution.
Normal Distribution (Continuous) : N (µ, σ)
Standard Normal Distribution (Continuous) : Z(0, 1)
T - distribution (Continuous) : T, df = n − 1
Chi Square distribution (Continuous) : χ2k , k = DF

PROBABILITY

HYPOTHESIS TESTING-CONFIDENCE INTERVALS

#times event A occurs
Frequentist probability: P (A) = #experiments
conducted
Probability of union: P (A∪B) = P (A)+P (B)−P (A∩B)
Probability of complement: P (AC ) = 1 − P (A)
Probability of intersection (ind.): P (A ∩ B) =
P (A) ∗ P (B)
Probability of intersection (general): P (A ∩ B) =
P (A|B) ∗ P (B)
Disjoint Events: P (A ∩ B) = 0
Conditional Probability: P (A|B) = PP(A∩B
(B)

Central Limit Theorem: (X) ∼ N (µ, SE = √σn )
Standard Error: SE = √σn
Confidence Interval (Z): point estimate ± z ∗ ×SE
Confidence Interval (T): point estimate ± t ∗ ×SE
Maximum Error: M E = z ∗ ×SE or M E = t ∗ ×SE
One-sided: If alternative is > use probability “above" the value.
If alternative is < 0 use probability “below" the value.
If alternative i different use twice the probability of above the value
Alpha: α = 0.05 unless specified otherwise
value
Z-score: Z = point estimate−null
SE
point estimate−null value
T-score: Tdf =
, df = n − 1
SE
2
P (Oi −E
i)
CHI-score: χ = ( Ei

ERRORS-POWER
Type 1 error: Reject H0 when H0 is
true. α
Type 2 error: Fail
to reject H0 when H0
is false. β
Power: Probability
of correctly rejecting
H0 . P ower = 1 − β
Basic Z-scores (2
sided)
90%:
95%:
98%:
99%:

Z=1.645
Z=1.96
Z=2.326
Z=2.576

Standard Normal Probabilities

Table entry

Table entry for z is the area under the standard normal curve
to the left of z.

z
z

.00

.01

.02

.03

.04

.05

.06

.07

.08

.09

–3.4
–3.3
–3.2
–3.1
–3.0
–2.9
–2.8
–2.7
–2.6
–2.5
–2.4
–2.3
–2.2
–2.1
–2.0
–1.9
–1.8
–1.7
–1.6
–1.5
–1.4
–1.3
–1.2
–1.1
–1.0
–0.9
–0.8
–0.7
–0.6
–0.5
–0.4
–0.3
–0.2
–0.1
–0.0

.0003
.0005
.0007
.0010
.0013
.0019
.0026
.0035
.0047
.0062
.0082
.0107
.0139
.0179
.0228
.0287
.0359
.0446
.0548
.0668
.0808
.0968
.1151
.1357
.1587
.1841
.2119
.2420
.2743
.3085
.3446
.3821
.4207
.4602
.5000

.0003
.0005
.0007
.0009
.0013
.0018
.0025
.0034
.0045
.0060
.0080
.0104
.0136
.0174
.0222
.0281
.0351
.0436
.0537
.0655
.0793
.0951
.1131
.1335
.1562
.1814
.2090
.2389
.2709
.3050
.3409
.3783
.4168
.4562
.4960

.0003
.0005
.0006
.0009
.0013
.0018
.0024
.0033
.0044
.0059
.0078
.0102
.0132
.0170
.0217
.0274
.0344
.0427
.0526
.0643
.0778
.0934
.1112
.1314
.1539
.1788
.2061
.2358
.2676
.3015
.3372
.3745
.4129
.4522
.4920

.0003
.0004
.0006
.0009
.0012
.0017
.0023
.0032
.0043
.0057
.0075
.0099
.0129
.0166
.0212
.0268
.0336
.0418
.0516
.0630
.0764
.0918
.1093
.1292
.1515
.1762
.2033
.2327
.2643
.2981
.3336
.3707
.4090
.4483
.4880

.0003
.0004
.0006
.0008
.0012
.0016
.0023
.0031
.0041
.0055
.0073
.0096
.0125
.0162
.0207
.0262
.0329
.0409
.0505
.0618
.0749
.0901
.1075
.1271
.1492
.1736
.2005
.2296
.2611
.2946
.3300
.3669
.4052
.4443
.4840

.0003
.0004
.0006
.0008
.0011
.0016
.0022
.0030
.0040
.0054
.0071
.0094
.0122
.0158
.0202
.0256
.0322
.0401
.0495
.0606
.0735
.0885
.1056
.1251
.1469
.1711
.1977
.2266
.2578
.2912
.3264
.3632
.4013
.4404
.4801

.0003
.0004
.0006
.0008
.0011
.0015
.0021
.0029
.0039
.0052
.0069
.0091
.0119
.0154
.0197
.0250
.0314
.0392
.0485
.0594
.0721
.0869
.1038
.1230
.1446
.1685
.1949
.2236
.2546
.2877
.3228
.3594
.3974
.4364
.4761

.0003
.0004
.0005
.0008
.0011
.0015
.0021
.0028
.0038
.0051
.0068
.0089
.0116
.0150
.0192
.0244
.0307
.0384
.0475
.0582
.0708
.0853
.1020
.1210
.1423
.1660
.1922
.2206
.2514
.2843
.3192
.3557
.3936
.4325
.4721

.0003
.0004
.0005
.0007
.0010
.0014
.0020
.0027
.0037
.0049
.0066
.0087
.0113
.0146
.0188
.0239
.0301
.0375
.0465
.0571
.0694
.0838
.1003
.1190
.1401
.1635
.1894
.2177
.2483
.2810
.3156
.3520
.3897
.4286
.4681

.0002
.0003
.0005
.0007
.0010
.0014
.0019
.0026
.0036
.0048
.0064
.0084
.0110
.0143
.0183
.0233
.0294
.0367
.0455
.0559
.0681
.0823
.0985
.1170
.1379
.1611
.1867
.2148
.2451
.2776
.3121
.3483
.3859
.4247
.4641

Standard Normal Probabilities

Table entry

Table entry for z is the area under the standard normal curve
to the left of z.

z
z
0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0
1.1
1.2
1.3
1.4
1.5
1.6
1.7
1.8
1.9
2.0
2.1
2.2
2.3
2.4
2.5
2.6
2.7
2.8
2.9
3.0
3.1
3.2
3.3
3.4

.00

.01

.02

.03

.04

.05

.06

.07

.08

.09

.5000
.5398
.5793
.6179
.6554
.6915
.7257
.7580
.7881
.8159
.8413
.8643
.8849
.9032
.9192
.9332
.9452
.9554
.9641
.9713
.9772
.9821
.9861
.9893
.9918
.9938
.9953
.9965
.9974
.9981
.9987
.9990
.9993
.9995
.9997

.5040
.5438
.5832
.6217
.6591
.6950
.7291
.7611
.7910
.8186
.8438
.8665
.8869
.9049
.9207
.9345
.9463
.9564
.9649
.9719
.9778
.9826
.9864
.9896
.9920
.9940
.9955
.9966
.9975
.9982
.9987
.9991
.9993
.9995
.9997

.5080
.5478
.5871
.6255
.6628
.6985
.7324
.7642
.7939
.8212
.8461
.8686
.8888
.9066
.9222
.9357
.9474
.9573
.9656
.9726
.9783
.9830
.9868
.9898
.9922
.9941
.9956
.9967
.9976
.9982
.9987
.9991
.9994
.9995
.9997

.5120
.5517
.5910
.6293
.6664
.7019
.7357
.7673
.7967
.8238
.8485
.8708
.8907
.9082
.9236
.9370
.9484
.9582
.9664
.9732
.9788
.9834
.9871
.9901
.9925
.9943
.9957
.9968
.9977
.9983
.9988
.9991
.9994
.9996
.9997

.5160
.5557
.5948
.6331
.6700
.7054
.7389
.7704
.7995
.8264
.8508
.8729
.8925
.9099
.9251
.9382
.9495
.9591
.9671
.9738
.9793
.9838
.9875
.9904
.9927
.9945
.9959
.9969
.9977
.9984
.9988
.9992
.9994
.9996
.9997

.5199
.5596
.5987
.6368
.6736
.7088
.7422
.7734
.8023
.8289
.8531
.8749
.8944
.9115
.9265
.9394
.9505
.9599
.9678
.9744
.9798
.9842
.9878
.9906
.9929
.9946
.9960
.9970
.9978
.9984
.9989
.9992
.9994
.9996
.9997

.5239
.5636
.6026
.6406
.6772
.7123
.7454
.7764
.8051
.8315
.8554
.8770
.8962
.9131
.9279
.9406
.9515
.9608
.9686
.9750
.9803
.9846
.9881
.9909
.9931
.9948
.9961
.9971
.9979
.9985
.9989
.9992
.9994
.9996
.9997

.5279
.5675
.6064
.6443
.6808
.7157
.7486
.7794
.8078
.8340
.8577
.8790
.8980
.9147
.9292
.9418
.9525
.9616
.9693
.9756
.9808
.9850
.9884
.9911
.9932
.9949
.9962
.9972
.9979
.9985
.9989
.9992
.9995
.9996
.9997

.5319
.5714
.6103
.6480
.6844
.7190
.7517
.7823
.8106
.8365
.8599
.8810
.8997
.9162
.9306
.9429
.9535
.9625
.9699
.9761
.9812
.9854
.9887
.9913
.9934
.9951
.9963
.9973
.9980
.9986
.9990
.9993
.9995
.9996
.9997

.5359
.5753
.6141
.6517
.6879
.7224
.7549
.7852
.8133
.8389
.8621
.8830
.9015
.9177
.9319
.9441
.9545
.9633
.9706
.9767
.9817
.9857
.9890
.9916
.9936
.9952
.9964
.9974
.9981
.9986
.9990
.9993
.9995
.9997
.9998

Lab #1: Introduction to Basic SAS Operations
There are several ways to open the SAS program. You may have a SAS icon on your desktop
that will open SAS, or you can open SAS from the start menu. If you use windows file explorer,
double clicking on a SAS file will open the file in SAS. However, depending on the way your
computer is set up, it may open in SAS Enterprise instead of SAS 9.3 or 9.4. Please make sure
that when you open SAS you are using SAS 9.3 or 9.4 and not SAS Enterprise.
Recommendation 1: You should establish a subfolder in your “documents” or “desktop” folder for each
lab assignment. You should then frequently save your program to that subfolder. As old programs may be
used as the basis of future programs, it is also recommended that you save your SAS assignment files
from week to week. Finally, since you may not be using the same machine every week, you should save
your file to a flash drive, the cloud or email a copy to yourself.
SAS PROGRAMMING
There are three main windows in SAS: Program Editor, Log, and Output.
 Program Editor: where you create your SAS program.
 Log: gives you information about possible errors after you have run your SAS program.
 Output: gives you a listing of the results of successful SAS program.
The graphic to the right shows the
PROGRAM window in the lower right and
the LOG window in the upper right. The
output window is hidden behind these and
can be viewed by clicking on the “Output”
tab at the bottom. The tall window to the left
can access either the SAS explorer or the
Results listing by using the two tabs at the
bottom of that window.
A SAS program usually consists of the
following parts:
 optional statements to control output,
“housekeeping” statements
 a data statement
 one or more PROC steps (procedures)
More detail is given in the demonstration
below.
SAS Demonstration
Our first task will be to create a small dataset and “print” that dataset to the output window. SAS
programs usually start with a DATA step where the dataset is created. Once the dataset is available,
various procedures can be run on the dataset.

The demonstration program below is written in the SAS Program window. The program creates a
dataset called “FirstTry” with 3 variables (columns) and 5 observations (rows). Note that the values of the
variables on each line are separated by one or more blanks. A few other things that you should note:
 All SAS statements end with a semicolon
 More than one SAS statement can be put on a line, or a SAS statement can continue across several
lines, as long as every statement ends with a semicolon.
 Data listed as part of the program is also terminated with a semicolon. Data does not have to be
entered in the program; it can also be read from files that are external to the SAS program.
 Once the dataset is created, various SAS procedures (called PROCs) can be used to analyze the
data and present results. We will start with a listing of the data created with a procedure called
PROC PRINT.
This program is called “SAS
PROG01.sas”. The asterisk beside name in
the upper left corner of the window and in
the tab indicates that the program has been
modified since it was last saved. When
you create a SAS program you should
save it often. During the class we
recommend that you make a subdirectory
in your “documents” directory for you lab
program and output. However, since you
may not have the same lab computer next
week we also recommend that you save
you program to a flash drive, Tigerbytes or
email yourself a copy. Once the program
is created you can run the program, or
“Submit” the program, for execution. This
can be done from the menus or from the icons in the top rows.
SAS Icons: SAS instructions can be given by either menu commands or from a series of icons at the top
of the SAS window. The icon graphic below shows icons that complete the following commands in the
order of the icons:
New; Open; Save; Print; Print preview; Cut; Copy; Paste; Undo; New Library; SAS Explorer; Submit; Clear all; Break; Help

The LOG window gives information on the execution of the program. If your program did not execute
properly you should examine the log for error messages that may explain the failure. The program would
then be modified if necessary, and rerun.
SAS creates a new window called the “Results
Viewer” when the program is executed and
produces output. This window is in HTML format
and a new tab for the window is created below the
left hand windows.

The program to this point consists of the following
lines. These lines will read the data and print a listing
of the data. You can copy the lines below, paste them
in your SAS program window and submit the
program.
data FirstTry;
input variablea variableb variablec;
datalines;
12
45
65
17
28
47
12
23
67
12
23
56
17
89
25
;
proc print data=FirstTry; run;
Note the output from the program.
The SAS System
Obs variablea variableb variablec
1

12

45

65

2

17

28

47

3

12

23

67

4

12

23

56

5

17

89

25

The data can be sorted by adding the following lines to the program.
proc sort data=FirstTry;
by variablea variableb variablec;
run;
proc print data=FirstTry; run;
The resulting output is sorted in order. The first sort level is VARIABLEA where the three values of 12 are
together followed by the two values of 17. There were two values of 23 in VARIABLEB within the first
level of VARIABLEA. When the VARIABLEB is sorted the order
The SAS System
of VARIABLEA is unchanged but when several observations of
variablea
variableb
variablec
VARIABLEA are the same value the VARIABLEB is sorted within
12
23
56
these values. Likewise, sorting by VARIABLEC after sorting by
12
23
67
VARIABLEA and VARIABLEB only sorts VARIABLEC when
12
45
65
there are several observations with the same values of
17
28
47
VARIABLEA and VARIABLEB. Make sure you understand how
17
89
25
this hierarchy of sorts works. It will be relevant to future work.

The last procedure to be executed in this exercise is PROC
UNIVARIATE. The code below applies the procedure only to
the variable VARIABLEB. It can be run on any quantitative
variable and it could be run on several variables at the same
time by listing several variables in the VAR statement, which
would provide a separate analysis for each variable.
proc univariate data=FirstTry;
var variableb;
run;

The results for PROC UNIVARIATE will be listed in the
results viewer. The output from PROC UNIVARIATE
will be important to the early part of this statistical
methods class. It will provide measures of central
tendency (mean, median, mode) and measures of
dispersion (variance, standard deviation, range) as well
as other basic statistics.

OTHER NOTES






SAS does not distinguish between upper case letters or lower case letters in the program, either
can be used. However, it does distinguish between upper and lower case in datasets, so the
character strings “Carol”, “carol” and “CAROL” would be considered different values of the
variable “name” in the program above.
Comments: Additionally, you may add comments anywhere in your program either by beginning
the statement with an asterisk (*) and ending it with a semicolon (;) or by beginning with /* and
ending with */. These comments may be thought of as marginal notes, and will show in the
program editor and log, but not in the output window.
Shortcuts: F4: recalls text once the program editor; F5: directs you to the program editor; F6:
directs you to the log; F7: directs you to the output; F8 or the “running man”: submits your
program; Ctrl+E clears content in the current window. Also, highlighted text can be copied with
Ctrl+C, cut with, Ctrl+X or pasted with Ctrl+V.

Assignment 1 (Due next week)
For this week’s lab you will run the SAS program below. You may copy and paste the program.
Although you can do a temporary save to the TEMP directory on the machine you are on, we strongly
recommend that you save your work to a flash drive or to tigerbytes. Save your work soon and often.
Include the optional text listed above and two title statements. Call the first TITLE1 and the other
TITLE2.
For example:
Title1 ‘Your name here and section number’;
Title2 ‘Put something about the assignment here’;
Make sure the program runs correctly.

Things to note about the program for Assignment 1.
* comment ;

Title statements

proc sort;
by gender;
& by gender
height weight;
proc univariate;

PROCs with
BY

The program contains explanatory comments which do not affect the program
execution. These start with an asterisk and end with a semicolon. They may run across
several lines.
A “title1” followed by text in single or double quotes and a semicolon statement will
place the quoted string at the head of each page. A “title2 statement would occur on the
second line”. These occur on all pages unless another title1 or title2 statement is placed
in the program. A new title2 quoted string would replace title2 but would not change
title1. Additional titles can be added up to title9.
Examine the differences in the output for these two sorts. Be sure you understand why
they are different and what occurs when you sort by more than one variable.

This is an important procedure. I can be used to obtain most of the simple statistics that
are of interest in the course, some of the basic tests of hypothesis and some calculations
such as confidence intervals and tests of normality that will be discussed later.
Once that data is sorted, procedures can be run with a BY statement to produce separate
output for the sorted categories. Study the sort by gender and univariate by gender in
this program.

The “plot” option on the PROC
UNIVARIATE produces some
simple graphics. One of the
graphics is a “stem and leaf plot”
that shows how the observations

Stem
22
20
18
16
14
12

Leaf
Represents 220
0
Represents 205
5
565 Represents 185, 186, 195
Represents 167
7
Represents 140
0
Represents 125
5
----+----+----+----+
Multiply Stem.Leaf by 10**+1

#
1
1
3
1
1
1

Boxplot
|
+-----+
*-----*
| + |
+-----+
|

Maximum
3rd quartile
Median
Mean
1st quartile
Minimum

are distributed. The other is a “box plot” that shows the relative distribution of some of the statistics from
the distribution. In a symmetric distribution the mean and median would be on the same line (e.g. *– – + –
–*). The observed pattern suggests a slight negative skew.
Note that when PROC UNIVARIATE is run with a BY statement, the procedure produces a side by side
box plot to compare the levels of the variable (male and female in this case).

Questions from the assignment
A physician has collected data on the height, weight, and gender of her patients. She wants to characterize
the data set, and to visualize any relationships that might exist. Use the program to obtain answers for the
following questions:
a) What are the minimum and maximum values for the height for males?
b) What is the value of the mean for weight for males?
c) What is the average weight for females?
d) From the side by side box plots, is the first quartile for the males higher than the third quartile
for females for height?
e) Is the first quartile for the males higher than the third quartile for females for weight?
For this assignment turn in your whole SAS log, but only that SAS output that is relevant to answering the
questions above.

dm 'log;clear;output;clear';
options nodate nocenter ls=78 ps=55;
OPTIONS FORMCHAR="|----|+|---+=|-/\<>*";
ODS listing; ods graphics off;
title1 'Lab1, Problem 2, Your name, Lab section ';
title2 "EXST 7005 Assignment 1";
data people;
input gender $ height weight;
datalines;
m 63 125
m 76 195
f 62 109
m 75 186
f 67 115
f 60 120
m 75 205
m 71 185
m 63 140
f 59 135
f 65 125
m 68 167
m 72 220
f 66 155
;
proc sort data=people;
by gender;
run;
proc print data=people;
title3 "Raw data sorted only by gender";
run;
proc sort data=people;
by gender height weight;
run;
proc print data=people;
title3 "Raw data sorted by gender, height and weight ";
run;
proc univariate data=people; by gender;
title3 "Univariate procedure output done separately by gender ";
title4 "The analysis was done for two quantitative variables";
var height weight;
run;
quit;

Lab #2: Data Input, Basic Functions:
A. Objectives:
1.
2.
3.
4.

PROC IMPORT an external dataset (CSV file)
Create a scatterplot
Compute Summary Statistics
Create Histograms

Reading from external files:
One of the strengths of SAS as a data analysis tool is its ability to read data from many sources, subset or
combine data sets, and modify the datasets to accomplish various tasks. The most common types of
external data sets used in SAS are EXCEL files (XLS extent), comma separated value files (CSV extent) and
various space separate text files (PRN or TXT extent). A CSV file is actually a text file and can be read in
any text reader (NOTEPAD or WORDPAD in Windows). In fact, the SAS files themselves, as well as the LOG
and the LST files produced by a SAS by a batch submit, are also simple text files.1
The PROC IMPORT statement is the best way to enter external data sets. The CSV file we will be using is
called “grades.csv”. Download and save it in your favorite folder and mark the complete path to it. Then
use the following code to import it, making sure you put the correct path on the DATAFILE argument.
PROC IMPORT OUT= WORK.GRADES
DATAFILE= "put the complete path here…\grades.csv"
DBMS=CSV REPLACE;
GETNAMES=YES;
DATAROW=2;
RUN;

The IMPORT statement reads the dataset and stores it as the value designated by “OUT” in this case it
will be saved as “Grades” in the library “Work”.
The DBMS statement defines the type of input SAS should be reading. The following table gives you all
the possible choices. The REPLACE argument forces SAS to overwrite any older datasets with the same
name.

1

Identifier

Input Data Source

Extension

ACCESS

Microsoft Access database

.MDB

DBF

dBASE file

.DBF

After installing SAS you may find that clicking on a file with a LOG or LST extent opens them in SAS. You
can request that Windows open these files by default in WORDPAD, which is much faster.

WK1

Lotus 1 spreadsheet

.WK1

WK3

Lotus 3 spreadsheet

.WK3

WK4

Lotus 4 spreadsheet

.WK4

EXCEL

Excel Version 4 or 5 spreadsheet

.XLS

EXCEL4

Excel Version 4 spreadsheet

.XLS

EXCEL5

Excel Version 5 spreadsheet

.XLS

EXCEL97

Excel 97 spreadsheet

.XLS

DLM

delimited file (default delimiter is a blank)

.*

CSV

delimited file (comma-separated values)

.CSV

TAB

delimited file (tab-delimited values)

.TXT

The GETNAMES=YES|NO statement for spreadsheets and delimited external files, determines whether to
generate SAS variable names from the column names in the input file's first row of data. If you specify
GETNAMES=NO or if the column names are not valid SAS names, PROC IMPORT uses the variable names
VAR0, VAR1, VAR2, and so on. You may replace the equals sign with a blank.
The DATAROW argument tells SAS where to start reading for input data. In our case it is row 2 since row
1 is used for variable names.
Our dataset is now loaded in SAS. If we want to check it out a bit we need to click on the tab view and hit
the “explorer” link. A folder based SAS environment appears. Our data set is in the “WORK” folder and it
is named “Grades”. Click on it and the table will appear in an excel-like format.
In this specific dataset, the first row shows the maximum points available for each quiz. We need to
remove this row so that our analysis is correct. To do that right click on the table and choose “Edit Mode”
from the drop down menu. This will allow you to add, delete change etc. Let’s go ahead and delete the
first row. For more information on the EXPLORER option follow the link to the official SAS support page:
http://support.sas.com/documentation/cdl/en/lrcon/62955/HTML/default/viewer.htm#a003166643.ht
m
This also allows you to see missing values and even change them. For now just leave them as they are.
When you are done with manipulating the table click close from the file tab. If you don’t do that the
updates on the table will not be saved and SAS will stop working if you utilize that table in the next few
lines of code.

Creating a simple Scatterplot:
As we discussed in class an easy way to compare two variables is using the idea of a scatterplot. We can
use the command PROC GPLOT to create a scatterplot between the first two quizzes as follows:
TITLE ‘Scatterplot Q1 vs Q2’;
PROC GPLOT DATA= GRADES;
PLOT Quiz1*Quiz2;
RUN;

The argument PLOT contains the variables that will be ploted with the first one on the x axis and the
second one on the w axis. We can beautify the result by changing various arguments in the beginning of
the code and we can even group by other variables. Suppose for example that we want to distinguish the
males from females. We should then use:
SYMBOL1 V=circle C=blue;
TITLE ‘Scatterplot Q1 vs Q2 by Gender’;
PROC GPLOT DATA= GRADES;
PLOT Quiz1*Quiz2=Gender;
RUN;

For more information on changing the view of a scatterplot refer to this nice tutorial from UCLA
https://stats.idre.ucla.edu/sas/modules/graphing-data-in-sas/

Creating a matrix Scatterplot:
There is a quick and easy way to create the pairwise scatterplots for all our variables using the PROC
sgscatter command as follows:
TITLE ‘Scatterplot Matrix for Grades’;
PROC SGSCATTER DATA= GRADES;
MATRIX Quiz1 Quiz2 Quiz3 Quiz4 Quiz5 Quiz6 Midterm/
GROUP = Gender;
RUN;

The MATRIX argument lists the variables you want to compare pairwise. The GROUP variable tells SAS
how to split the points in different categories, in this case based on gender.

Creating a simple histogram:
PROC GCHART is one of a number of graphical procedures often used for data exploration and
examination. This procedure can be used to produce a number of different styles of graphic depending

on the statements that are included. The variable to be processed is named in the statement. Some of
these statements are:
HBAR – a horizontal bar chart that will also include information on frequency, percent (relative frequency),
cumulative frequency and cumulative percent (relative cumulative frequency).
VBAR – a vertical bar chart often called a histogram.
BLOCK – produces a 3D plot with two variables (sugars and shelf) on a surface and blocks who’s height
represent a third “response” variable. The default for the response is frequency of occurrence in each
combination of the first two variables. The response variable can also be percents, sums or means.
PIE, STAR, DONUT – yields pie chart and similar charts
Let’s use this PROC chart command to create a simple histogram for the grades of the second quiz.
TITLE ‘Histogram for Quiz2’;
PROC GCHART DATA= GRADES;
VBAR Quiz2/midpoints 1 to 8 by 1;
RUN;

PROC GCHART OPTIONS: A number of options are available to modify the appearance of charts. We will
not discuss size and resolution options here, but some other important options are listed below. The
options below are placed on the chart type statement following a slash (i.e. /).
The MIDPOINTS argument is the most useful when creating histograms since the width of a histogram
clearly affects the picture. By default SAS will determine groupings, or midpoints for groupings. However,
you can set your own midpoints with the MIDPOINT option and try the examples below by changing the
appropriate line:
vbar Quiz2 / midpoints= 0 to 8 by 2; * by range and interval;
vbar Quiz2 / midpoints= 4 7;
* by unequal spacing;

Suppose now that we want again the data split between male and female in a stacked format. The code
we should then use is:
TITLE ‘Histogram for Quiz2 by gender’;
PROC GCHART DATA= GRADES;
VBAR Quiz2 / subgroup=Gender
CLIPREF
FRAME TYPE=FREQ
RUN;

Notice that since I did not specify midpoints SAS did its best to break the values into “logical” bins.
For a complete discussion of all the features of vbar refer to the official SAS guide page found here:

http://support.sas.com/documentation/cdl/en/graphref/63022/HTML/default/viewer.htm#gchartbar.htm

Summary Statistics Review:
As we learned last week to do a complete summary statistics on a dataset we use the command PROC
UNIVARIATE. In our case let’s do a quick summary statistics procedure for quiz 3. Since the Univariate
procedure produces many tables lets focus only on the Basic Statistical Measures and the Quantiles. The
following code will produce those for us.
TITLE ‘Summary statistics for Quiz 2 and Quantiles’;
ODS Select BasicMeasures Quantiles;
PROC UNIVARIATE DATA= GRADES;
VAR Quiz2;
RUN;

The ODS argument chooses the output we want, in this case the Basic Statistics Measures and the
Quantiles.
We note here that we can use PROC UNIVARIATE to create a histogram as follows:
TITLE ‘Histogram for Quiz2’;
ODS graphics off;
PROC UNIVARIATE DATA= GRADES noprint;
Histogram Quiz2;
RUN;

The command noprint suppresses the summary statistics and produces only the graph. Once again, if one
wants to change the bin width one can specify various things like for example the endpoints. Try the
following code:
TITLE ‘Histogram for Quiz2’;
ODS graphics off;
PROC UNIVARIATE DATA= GRADES noprint;
Histogram Quiz2/
Endpoints=0 to 10 by 1
rtinclude;
RUN;

The command rtinclude tells SAS to include all the values that fall on the boundary to the bin on the left
(I know it is a bit confusing but really it means that you include the right bound of a bin into that bin).
Remove that line and see what happens.

Lab #3: Probability, Simulations, Distributions:
A. Objectives:
1.
2.
3.
4.

Reading from an external file
Create contingency table
Simulate a probability distribution
The Uniform Distribution

Reading from external files:
As we learned in the last lab the PROC IMPORT statement is the best way to enter external data sets. The
CSV file we will be using is called “Quest.csv”. Download and save it in the desktop (easier to find) and
mark the complete path to it. Then use the following code to import it, making sure you put the correct
path on the DATAFILE argument.
PROC IMPORT OUT= Quest1
DATAFILE= "put the complete path here…\Quest1.csv"
DBMS=CSV REPLACE;
GETNAMES=YES;
DATAROW=2;
RUN;

The IMPORT statement reads the dataset and stores it as the value designated by “OUT” in this case it
will be saved as “Quest1” in the library “Work”.
Our dataset is now loaded in SAS. If we want to check it out a bit we need to click on the tab view and hit
the “explorer” link. A folder-based SAS environment appears. Our data set is in the “WORK” folder and it
is named “Quest1”. Click on it and the table will appear in an excel-like format.
When you are done with manipulating the table click close from the file tab. If you don’t do that the
updates on the table will not be saved and SAS will stop working if you utilize that table in the next few
lines of code.
As usual it makes sense to sort our data, let’s say by gender. Let’s go ahead and do that using the following
command sequence:
PROC SORT data=Quest1;
BY gender;
RUN;

You may once again want to explore your dataset using the dropdown menu VIEW and navigating to
EXPLORER and directory WORK. It is still saved as Quest1. Don’t forget to click close from the file tab. If
you don’t do that the updates on the table will not be saved and SAS will stop working if you utilize that
table in the next few lines of code.

Creating a “contingency table”:
As we discussed in class an easy way to compare two categorical variables with a few possible outcomes
is to use a contingency table. SAS is really good at creating those and the appropriate command is PROC
FREQ. Try the following code:
Title ‘Contingency Table 1’;
PROC FREQ DATA=Quest1;
TABLES local * gender/ norow nocol nocum nopercent;
RUN;
Title ‘Contingency Table 2’;
PROC FREQ DATA=Quest1;
TABLES past_stats * past_programming/ norow nocol nocum nopercent;
RUN;

This code created 2 contingency tables, one comparing the variable local with the variable gender and
another comparing the variable past_stats with past_programming.
The basic argument is TABLE which contains the variables you are comparing. The arguments norow,
nocol, nocum, nopercent; suppress extra information, like the marginal probabilities and the relative
frequencies. Remove them and re-run your code to see what the output looks like. Note also the number
of missing values is given. The labels on the top left corner of the table explain what each of the numbers
mean. For example Row Pct corresponds to the marginal probability with respect to rows and Col Pct the
marginal probability with respect to columns.

Inputting a discrete probability distribution:
SAS has a great feature that allows the user to simulate any discrete probability distribution he or she
desires. The idea is to provide SAS with an empirical probability and use that to build a dataset drawn
from that probability with however many entries you want. Such a process is extremely useful when we
require more data that “look like the ones we have” but we cannot collect more.
Let’s start with a simple example, of a bag containing 2 Yellow, 2 Green, 2 Red and 4 Blue marbles. There
are various ways to input that into SAS but we will just stick to the basic input as datalines as we learned
in the very first Lab. Namely we will use the following code:

Title ‘Random Bag’;

DATA Bag;
INPUT colors $;
datalines;
Green
Green
Yellow
Yellow
Red
Red
Blue
Blue
Blue
Blue
;
RUN;
This should have a created a dataset named Bag, with the entries listed above. If you want to view that
dataset again go to view, explorer, work, and click on Bag. If we want to see just the counts of the various
outcomes we should use the PROC FREQ command as follows:
PROC FREQ data=Bag;
TABLES colors/ norow nocol nocum;
RUN;

Once again, note the arguments norow, nocol, nocum, that suppress some information on the frequency
table. Experiment with removing those.
By reading the relative frequency table (percentages) we get the following:
‘Random Bag’
The FREQ Procedure

colors

Frequency Percent

Blue

4

40.00

Green

2

20.00

Red

2

20.00

Yellow

2

20.00

Note that this is indeed a probability distribution since the percentages add up to 1.
What we would like to do now is simulate 200 repetitions of drawing a marble from the bag, observing its
color and putting it back in. To do that we will ask SAS to create a specific probability distribution, with
the numbers provided above.

The command for that is again the generation of a dataset, only this time the input is not given by the
user. Instead it is decided by SAS based on the parameters we define. The following commands will do
the trick:
Title ‘Simulation of Bag’;
DATA Simul(keep=Type);
CALL streaminit(1233);
ARRAY p[4] (0.2 0.2 0.2 0.4);
DO i = 1 to 200;
Type = RAND("Table", of p[*]);
output;
END;
RUN;

Again the argument DATA will give the name Simul to our dataset. And the variable of interest is denoted
by the use of KEEP so for this example it is going to be “Type”.
The argument streaminit(1233) is important. What it does is it generates the following table randomly,
but saves the random process into a stream, so that if two people run this code with the same stream
they will get the same answers, or if you re-run the code you will get the same answers. This allows for
the TA to check your work, and for you to be able to replicate it exactly.
The argument ARRAY p[4] basically gives the probabilities for each outcome in a string (vector or array).
The 4 is obviously to denote how many different outcomes there are. In this part of the code the outcomes
don’t have a name yet. They are defaulted by SAS to 1,2,3,4. We will change that in a bit.
So you insert the corresponding probabilities in any order, as long as you mark it down.
The line DO i = 1 to 200; is a basic loop that instructs SAS to choose from the distribution above 100
different entries numbered 1 through 200.
The next line say to define the Type variable (our simulated outcome) using a randomized selection. That
is the command RAND which is a build in function is SAS that produces randomized results from the table
of probabilities given (basically whatever is inside the parenthesis after RAND)
We close the code loop that started with the DO i =1 to 100 with the argument END; this tells SAS that it
can stop repeating things and move to the next part of the code.
Let me remind you that you can always view the dataset you just created using the command PROC PRINT.
The following code should do the trick:
PROC PRINT data=Simul;
TITLE "Unsorted Simulated Data";
RUN;

As we see the outcomes are not Blue, Green, Red, and Yellow but instead SAS uses 1,2,3,4. To fix that we
need to set the format by specifying certain associations within the value CALL.
The following code does that for us:

PROC FORMAT;
VALUE Call 1='Green' 2='Yellow' 3='Red' 4='Blue';
RUN;

We append the associations 1='Green' 2='Yellow' 3='Red' 4='Blue' to a list named “Call”, which we will
prompt SAS to use every time it sees 1,2,3,4 as values in our dataset. For example the commands:
PROC PRINT data=Simul;
TITLE "Unsorted Simulated Data good labels";
FORMAT Type Call.;
RUN;

Will generate our 200 observations using the correct labels.
To finish off this problem, we want to compute the new probabilities coming from the simulated dataset.
These are basically the proportions of each outcome vs the total number (200). This is the “frequentist”
type of probability that we discussed in class (pn). Once again, the limit of that as the number of
observations (n) tends to infinity will match the probabilities we gave before. We again invoke the PROC
FREQ command as follows:
PROC FREQ data=Simul;
TITLE “Simulated probabilities with good labels”;
FORMAT Type Call.;
TABLES Type / nocum;
RUN;

The argument nocum, asks SAS not to output the cumulative probability, but keep everything else.
If you want more information about how to simulate data with SAS follow this link to an official SAS guide:
https://support.sas.com/resources/papers/proceedings15/SAS1387-2015.pdf

Analyzing the uniform distribution:
As we learned in the lecture, the simplest of the discrete probability distributions is the uniform one. For
this distribution, all outcomes have the same probability, or in other words they are equally likely to occur.
Let’s create a uniform distribution in SAS and then simulate 30 draws from it. Let’s assume we want to
simulate an 8 sided die. Such a die can be created by gluing together two square bottomed pyramids, but
simulating it in SAS is much easier.
All we need to do is define a table of probabilities as we did before. Obviously since all outcomes are
equally likely and we have 8 of them the probability for each is 12.5% or 1/8. The following code does
the trick:

Title ‘Simulation of 8 Sided Dice’;
DATA Dice(keep=Number);
CALL streaminit(1233);
ARRAY p[8] (0.125 0.125 0.125 0.125 0.125 0.125 0.125 0.125);
DO i = 1 to 30;
Number = RAND("Table", of p[*]);
output;
END;
RUN;

To see again the simulated probabilities we use the PROC FREQ command as follows. (Note this time we
don’t even need to change the labels so there is no need to invoke any formatting)
PROC FREQ data=Dice;
TITLE “Simulated probabilities of dice throws”;
TABLES Number / nocum;
RUN;

Lab #4: Distributions:
A. Objectives:
1. Compute probabilities for the Binomial Distribution
2. Compute probabilities for the Poisson Distribution
3. Explore Continuous Distributions- The Normal Distribution

The Binomial distribution in SAS:
As we learned in class, one of the fundamental discrete distributions is the Binomial distribution, which is
built on repeating n trials with two outcomes, one of which is called success and the other failure, with
P(success)=p. Suppose we want to simulate Milgram’s experiment that we talked about in class with 20
people. Thus our random variable X follows the binomial distribution with n=20 trials and probability of
“success” p=0.35. Let’s answer the following questions:
1.
2.
3.
4.
5.

What is the probability of 10 or fewer successes? 𝑃(𝑋 ≤ 10)
What is the probability of 9 or fewer successes? 𝑃(𝑋 ≤ 9)
What is the probability of exactly 10 successes? 𝑃(𝑋 = 10)
What is the probability of more than 10 successes? 𝑃(𝑋 > 10)
What is the probability of 8, 9 or 10 successes? 𝑃(8 ≤ 𝑋 ≤ 10)

SAS has a built in function to compute the probabilities above, but instead of using the simple function
for the binomial: 𝑃(𝑘 𝑠𝑢𝑐𝑐𝑒𝑠𝑠𝑒𝑠 𝑖𝑛 𝑛 𝑡𝑟𝑖𝑎𝑙𝑠) = (𝑛𝑘)𝑝𝑘 (1 − 𝑝)𝑛−𝑘 it uses what is called the cumulative
probability function. The cumulative probability function is nothing more than the sum (or integral for
continuous distributions) of all the outcomes up to k. For example the cumulative function at 3 for our
binomial distribution is:

F(3) = P(0 successes in 20) + P(1 success in 20)+P(2 successes in 20)+P(3 successes in 20)
The function that SAS uses is called PROBBNML(p,n,k) where p is the probability of success in one trial, n
is the total number of trials and k is the number of successes.
So let’s try to answer all our questions, one by one and store the outputs in a nice data table. The
following code will answer question 1.
DATA binomial;
F_10 = PROBBNML(0.35, 20, 10);
RUN;
PROC PRINT data=binomial;
TITLE 'Binomial Probabilities';
RUN;

This code basically creates a dataset called “binomial” in which we store the results, and then computes
the first variable using the function PROBBNML with parameters p=0.35, n=20 and k=10. It saves that
variable as F_10 (to denote cumulative probability up to 10)

Similarly the code:
DATA binomial;
F_10 = PROBBNML(0.35, 20, 10);
F_9 = PROBBNML(0.35, 20, 9);
RUN;
PROC PRINT data=binomial;
TITLE 'Binomial Probabilities';
RUN;

will add the computation of the second probability we want, i.e. 𝑃(𝑋 ≤ 9) as a second variable named
F_9 (to denote cumulative probability up to 9).
To compute the 3rd probability we need to notice that:
𝑷(𝑿 = 𝟏𝟎) = 𝑷(𝑿 ≤ 𝟏𝟎) − 𝑷(𝑿 ≤ 𝟗) = 𝑭(𝟏𝟎) − 𝑭(𝟗)
so all we need to do is subtract the two numbers we just computed. We let SAS do that for us by adding
the line: P_10= PROBBNML(0.35, 20, 10)- PROBBNML(0.35, 20, 9); which will compute the wanted
difference and save it as variable P_10 (to denote actual probability).
DATA binomial;
F_10 = PROBBNML(0.35, 20, 10);
F_9 = PROBBNML(0.35, 20, 9);
P_10 = PROBBNML(0.35, 20, 10)- PROBBNML(0.35, 20, 9);
RUN;
PROC PRINT data=binomial;
TITLE 'Binomial Probabilities';
RUN;

To answer question 4 we need to remember that if two events are complementary then
𝑷(𝑨) + 𝑷(𝑨𝒄 ) = 𝟏 ⇔ 𝑷(𝑨𝒄 ) = 𝟏 − 𝑷(𝑨)

And notice that the events 𝑋 ≤ 10 and 𝑋 > 10 are indeed complementary. So we just need to subtract
the probability of 𝑷(𝑿 ≤ 𝟏𝟎) from 1. Again we will let SAS do that for us with the following line:
FC_10 =1- PROBBNML(0.35, 20, 10); which will compute the corresponding probability and save it as
variable FC_10 (to denote the complement of the cumulative probability)
DATA binomial;
F_10 = PROBBNML(0.35, 20, 10);
F_9 = PROBBNML(0.35, 20, 9);
P_10 = PROBBNML(0.35, 20, 10)- PROBBNML(0.35, 20, 9);
FC_10 = 1- PROBBNML(0.35, 20, 10);
RUN;
PROC PRINT data=binomial;
TITLE 'Binomial Probabilities';
RUN;

Using similar logic to question 4, if you want to find the probability 𝑃(8 ≤ 𝑋 ≤ 10) you need to remember
that:
𝑷(𝟖 ≤ 𝑿 ≤ 𝟏𝟎) = 𝑷(𝑿 ≤ 𝟏𝟎) − 𝑷(𝑿 < 𝟖) = 𝑷(𝑿 ≤ 𝟏𝟎) − 𝑷(𝑿 ≤ 𝟕) = 𝑭(𝟏𝟎) − 𝑭(𝟕)
Adding the following line will do the computation and save it as variable P_7to10:
P_7to10= PROBBNML(0.35, 20, 10)- PROBBNML(0.35, 20, 7);
DATA binomial;
F_10 = PROBBNML(0.35, 20, 10);
F_9 = PROBBNML(0.35, 20, 9);
P_10 = PROBBNML(0.35, 20, 10)- PROBBNML(0.35, 20, 9);
FC_10 = 1- PROBBNML(0.35, 20, 10);
P_7to10= PROBBNML(0.35, 20, 10)- PROBBNML(0.35, 20, 7);
RUN;
PROC PRINT data=binomial;
TITLE 'Binomial Probabilities';
RUN;

For more information on the binomial distribution is SAS follow this link:
http://support.sas.com/documentation/cdl/en/qcug/63964/HTML/default/viewer.htm#qcug_functions
_sect013.htm

The Poisson distribution in SAS:
Another useful discrete distribution that we learned about is the Poisson distribution. Again, SAS has a
built in function to compute the cumulative probabilities of a Poisson distribution given the parameter λ,
the average occurrences in a certain time period. As we learned in class the probability function for the
Poisson is:
λ𝒌 ∗ 𝒆−λ
𝑷(𝒌 𝒐𝒄𝒄𝒖𝒓𝒆𝒏𝒄𝒆𝒔) =
𝒌!
Remember that SAS is computing F(k) which is the cumulative probability for up to k occurrences in a
certain amount of time using the function POISSON(λ,k).

For example, let’s suppose that we anticipate one traffic accident on I10 every morning. What is the
probability that up to 3 accidents happen tomorrow morning? Basically we are looking for
𝑷(𝑿 ≤ 𝟑) = 𝑷(𝑿 = 𝟎) + 𝑷(𝑿 = 𝟏) + 𝑷(𝑿 = 𝟐) + 𝑷(𝑿 = 𝟑) = 𝑭(𝟑)

Once again we will create a dataset called poisson to store our computations as follows:
DATA poisson;
F_3 = POISSON(1, 3);
RUN;
PROC PRINT data=poisson;
TITLE 'Poisson Probabilities';
RUN;

If we want then to compute the probability that more than 3 accidents will happen tomorrow we need
to remember again that this is the complement of the probability we just computed so
𝑷(𝑿 > 𝟑) = 𝟏 − 𝑷(𝑿 ≤ 𝟑) = 𝟏 − 𝑭(𝟑)
The line FC_3 = 1-POISSON(1, 3); will compute the wanted probability and save it as the variable FC_3 to
denote complement of the cumulative probability.
DATA poisson;
F_3 = POISSON(1, 3);
FC_3 = 1-POISSON(1, 3);
RUN;
PROC PRINT data=poisson;
TITLE 'Poisson Probabilities';
RUN;

The Normal Distribution in SAS:
SAS has a very nice way of producing the cumulative probability function for most of the well-known
continuous distributions including the normal distribution.
The command for it is CDF(‘NORMAL’, x, μ, σ) and it computes the probability 𝑃(𝑋 ≤ 𝑥) for a normal
distribution N(μ,σ).
The following link explains the syntax for other continuous distributions of interest.
http://support.sas.com/documentation/cdl/en/lrdict/64316/HTML/default/viewer.htm#a000208980.ht
m
We will explore the Normal distribution in SAS by trying to understand IQ scores. IQ tests are designed in
such a way so that the results of IQ test over a large population (let’s say the US) creates a normal
distribution with mean 100 and standard deviation 15, i.e. N(μ,σ)=N(100,15).

Image retrieved from: http://www.i3mindware.com/highest-iq/what-is-an-iq-score/
If we want for example to find the probability a person has an IQ test of 85 to 115 we must compute:
𝑷(𝟖𝟓 ≤ 𝑿 ≤ 𝟏𝟏𝟓) = 𝑷(𝑿 ≤ 𝟏𝟏𝟓) − 𝑷(𝑿 ≤ 𝟖𝟓) = 𝑭(𝟏𝟏𝟓) − 𝑭(𝟖𝟓)
DATA normal;
P_85to115=CDF('NORMAL',115,100,15)-CDF('NORMAL',85,100,15);
RUN;
PROC PRINT data=normal;
TITLE 'Normal Example 85-115';
Run;

We notice that this probability is about 68%. This is actually plus and minus one standard deviation away
from the mean.
Similarly if we want to find the probability a person has an IQ test of 70 to 130 we must compute:
𝑷(𝟕𝟎 ≤ 𝑿 ≤ 𝟏𝟑𝟎) = 𝑷(𝑿 ≤ 𝟏𝟑𝟎) − 𝑷(𝑿 ≤ 𝟕𝟎) = 𝑭(𝟏𝟑𝟎) − 𝑭(𝟕𝟎)
DATA normal;
P_70to115=CDF('NORMAL',130,100,15)-CDF('NORMAL',70,100,15);
RUN;
PROC PRINT data=normal;
TITLE 'Normal Example 70-130';
Run;

This probability is almost 95% which means that a vast majority of people are between this two scores.
Again, this is plus and minus 2 standard deviations away from the mean. The remaining almost 5% are
the “exceptional cases” of either too low IQ score or two high, both of which can be thought of as
“outliers”. Also, mark this 5%, we will need it later when we are doing our hypothesis testing!
Let’s now compute the probability a person scores more than 140 on an IQ test. Again remember that
𝑷(𝑿 > 𝟏𝟑𝟐) = 𝟏 − 𝑷(𝑿 ≤ 𝟏𝟑𝟐) = 𝟏 − 𝑭(𝟏𝟑𝟐)

DATA normal;

PC_132=1-CDF('NORMAL',132,100,15);
RUN;
PROC PRINT data=normal;
TITLE “Normal Example of more than 132”;
Run;

The probability is 1.645%. This by the way is the score that Mensa International requires for a person to
become a member. (More information on mensa can be found here https://www.mensa.org/
As we learn new continuous distributions we will expand on the command CDF in SAS.

Lab #5: Central Limit Theorem/Normalcy
A. Objectives:
1. Subsets in SAS
2. Explore the Central Limit Theorem
3. How Normal is our Histogram?
Reading from external files/subseting:
As you recall, the PROC IMPORT statement is the best way to enter external data sets. The CSV file we
will be using is called “Samples.csv”. Download and save it in your favorite folder and mark the complete
path to it. Then use the following code to import it, making sure you put the correct path on the
DATAFILE argument.
PROC IMPORT OUT= Samples
DATAFILE= "put the complete path here…\Samples.csv"
DBMS=CSV REPLACE;
GETNAMES=YES;
DATAROW=2;
RUN;

This set contains 5,000 samples drawn at random from the uniform distribution X = [0,10] presented in
rows. The last column of this table is the mean of each sample.
Let’s try to print our dataset using the familiar PROC PRINT command as follows:
PROC PRINT data=Samples;
TITLE 'Uniform Samples';
RUN;

As you might notice, SAS is a bit troubled! Let’s try to “cut down” our dataset into a smaller one of the
first 50 observations. What we will do is create a new data, called Samples50 from the big one, using the
following code:
ODS HTML CLOSE;
ODS HTML;
DATA Samples50;
SET Samples(OBS=50);
RUN;
PROC PRINT data=Samples50;
TITLE „The first 50 observations’;
RUN;

We used the commands ODS HTML CLOSE; and ODS HTML; to clean the output and don’t have to see
again the big dataset.

Once again the command DATA Samples50, names the new small dataset: Samples50
The command SET Samples(OBS=50); instructs SAS to cut the first 50 observations from the Set Samples
Suppose then that we wanted to keep only the observations from the 50th to the 90th. The following
code will do the trick:
DATA Samples50_90;
SET Samples(firstobs=50 OBS=90);
RUN;
PROC PRINT data = Samples50_90;
TITLE „Observations 50 to 90’;
RUN;

The command SET Samples(firstobs=50 OBS=90); makes SAS start from observation 50 and stop at
observation 90.
Suppose now that we only care about the Column Mean and we don’t really need the actual sample
values. Let’s create a new dataset called SampleMean_20 that only has the column Mean and the
Sample number, with the first 20 observations using the following code
DATA SamplesMean_20;
SET Samples(OBS=20);
KEEP Sample Means;
RUN;
PROC PRINT data = SamplesMean_20;
TITLE „Sample means for the first 20 samples’;
RUN;

As you can see the command: KEEP Sample Means; keeps only the columns with names Sample (the
column of the names of the samples) and Means (the column of the means). All other columns are
dropped. For more information on subsetting datasets in SAS the IDRE site at UCLA has a great tutorial
found here:
https://stats.idre.ucla.edu/sas/modules/ubsetting-data-in-sas/

Exploring the Central Limit Theorem:
As we learned in the lectures, the Central Limit Theorem says roughly that if one considers the means of
independent random variables then their sum tends towards the Normal Distribution independent of
what the original random variables are.
Let’s try to convince ourselves about this fact by utilizing the dataset Samples we have already loaded.
AS we mentioned, the Samples are drawn from a Uniform Distribution with mean 5 and standard
deviation 5. To do that, let’s try to see how the means are distributed if we keep let’s say 20 samples.

Conveniently we have created the dataset SamplesMean_20 which contains that information. The only
thing we need to do is create a histogram of the means and explore its shape. We will first use our
familiar PROC GCHART
TITLE „Histogram of Means for 20 samples‟;
PROC GCHART DATA= SamplesMean_20;
VBAR Means/midpoints= 0 to 10 by 1;
RUN;

The histogram does not look normal. But wait! We are only using 20 samples, let’s increase that to 40
and see what happens. First let’s create a new subset with the first 40 observations and then create its
GCHART as follows:
DATA SamplesMean_40;
SET Samples(OBS=40);
KEEP Sample Means;
RUN;
TITLE „Histogram of Means for 40 samples‟;
PROC GCHART DATA= SamplesMean_40;
VBAR Means/midpoints= 0 to 10 by 1;
RUN;

A bit better but still not exactly normal. OK how about we use 400 samples?
DATA SamplesMean_400;
SET Samples(OBS=400);
KEEP Sample Means;
RUN;
TITLE „Histogram of Means for 400 samples‟;
PROC GCHART DATA= SamplesMean_400;
VBAR Means/midpoints= 0 to 10 by 1;
RUN;

And what about 4000 samples?
DATA SamplesMean_4000;
SET Samples(OBS=4000);
KEEP Sample Means;
RUN;
TITLE „Histogram of Means for 4000 samples‟;
PROC GCHART DATA= SamplesMean_4000;
VBAR Means/midpoints= 0 to 10 by 1;
RUN;

It looks closer and closer to a Normal Distribution, with mean 5!

How normal is our Histogram?
As we have mentioned more than once, looks can be deceiving in Statistics. For example, although a
histogram may look a certain way, it depends on various things like: outliers, bin width, sample size and
others.
During the lectures we learned that many Random Variables, or Data sets in general can be
approximated by a normal distribution. The following tests measure “how good of a fit that is”. One idea
is to use the QQ plot which basically measures how close the theoretical quantiles are with the ones in
the dataset.
Let’s try to find out how the qq plot looks like for the Dataset of the 4000 Samples. This is done once
again with our favorite command PROC UNIVARIATE as follows:
TITLE “QQplot for the histrogramm of means with 4000 samples”;
PROC UNIVARIATE DATA = SamplesMean_4000 normal;
QQPLOT Means/ Normal(mu=est sigma=est color=red l=1);
RUN;

Looks pretty normal to me! The command, that computes the QQ plot is QQPLOT Means/ Normal
(mu=est sigma=est color=red l=1); Basically we are asking SAS to estimate the normal distribution that
fits the best (mu=est, sigma=est) and then compare it to the variable Means in our dataset.
Still there is a quantitative way of measuring normalcy, and although we don’t have all the prerequisites yet to know everything, we should explore the idea of “fitting a normal curve” on a histogram.
The code that does that is:
TITLE “How Normal is our Histogram?”;
Ods select Histogram ParameterEstimates GoodnessOfFit FitQuantiles Bins;
PROC UNIVARIATE DATA = SamplesMean_4000;
HISTOGRAM Means/ normal(percents=20 40 60 80 midpercents);
INSET n normal(ksdpval) / pos = ne format =6.3;
RUN;

We will worry about the ins and outs of this code in a later lab, but for now this is the way to fit a normal
distribution on your dataset and also have some measures of fit, basically the output:

Goodness-of-Fit Tests for Normal Distribution
Test

Statistic

Kolmogorov-Smirnov D

p Value

0.00908149 Pr > D

>0.150

Cramer-von Mises

W-Sq 0.05707440 Pr > W-Sq >0.250

Anderson-Darling

A-Sq 0.37622453 Pr > A-Sq >0.250

We want the p values to be large enough! (The cutoff point is up for debate)

Lab #6: Confidence Intervals-Hypothesis Testing
A. Objectives:
1. Create confidence intervals for parameter estimation.
2. Explore Hypothesis testing
Confidence intervals and initial inferences
As you recall, the PROC IMPORT statement is the best way to enter external data sets. The CSV file we
will be using is called “Carbon.csv”. Download and save it in your favorite folder and mark the complete
path to it. Then use the following code to import it, making sure you put the correct path on the
DATAFILE argument.
PROC IMPORT OUT= Carbon
DATAFILE= "put the complete path here…\Carbon.csv"
DBMS=CSV REPLACE;
GETNAMES=YES;
DATAROW=2;
RUN;

This set contains the average CO2 concentration in our atmosphere for every year between 0 and 2014.
Let’s try to print our dataset using the familiar PROC PRINT command as follows:
PROC PRINT data=Carbon;
TITLE 'Carbon Dioxide Concentration';
RUN;

Let’s focus first on the years after 1950 by creating a subset using only the last 64 observations. Let’s
call that subset Carbon1950, since we will be keeping only those years. The following code does the job
DATA Carbon1950;
SET Carbon(firstobs=1951 OBS=2015);
RUN;
PROC PRINT data=Carbon1950;
TITLE ‘Years after 1950’;
RUN;

Notice that the year 0 is included in our dataset and is counted as the 1st observation, so we need to
shift everything by +1. Hence we want from the 1951st observation (which corresponds to 1950) up to
the 2015th observation which corresponds to 2014. Little things like this can mess up your analysis so be
extra careful with data handling.
So now let’s explore the smaller dataset by using PROC UNIVARIATE.

TITLE “Exploring years after 1950”;
Ods select Histogram BasicMeasures;
PROC UNIVARIATE DATA = Carbon_1950;
HISTOGRAM Cdioxide/ normal(percents=20 40 60 80 midpercents);
INSET n normal(ksdpval) / pos = ne format =6.3;
RUN;

As we learned last week, this will fit a normal curve on our dataset and give us the summary statistics for
it. We notice that this is not really a normal distribution and that the average for this subset is
̅
.
Let’s repeat the process for the entirety of the dataset by simply changing the code slightly:
TITLE “Exploring all years”;
Ods select Histogram BasicMeasures;
PROC UNIVARIATE DATA = Carbon;
HISTOGRAM Cdioxide/ normal(percents=20 40 60 80 midpercents);
INSET n normal(ksdpval) / pos = ne format =6.3;
RUN;

The histogram looks VERY different, but that is not enough information! What is very important is the
mean of the total population is μ=282.5684! That is again very different from recent years. Note also
that the standard deviation is
.
Let’s try to compute a confidence interval around the average of the recent years and see if our
population mean falls in there. This can be done in PROC UNIVARIATE if the CIBASIC option is added in
the statement, namely:
TITLE “95% Confidence interval for recent Years”;
ODS select BasicIntervals;
PROC UNIVARIATE DATA = Carbon1950 CIBASIC;
var Cdioxide;
RUN;

As we can see the 95% confidence interval is given as [339.710898, 352.87971]. The population mean is
nowhere near that! There is definitely something here, and we should explore it further with hypothesis
testing.
Suppose now that we want to change the confidence interval to 90%. You can request different level
confidence limits by using the ALPHA= option in parentheses after the CIBASIC option. A 90% confidence
interval corresponds to ALPHA=0.1 (the complement of 90% basically).
So the following code will do the computation for us:
TITLE “90% Confidence interval for recent Years”;
ODS select BasicIntervals;
PROC UNIVARIATE DATA = Carbon1950 CIBASIC(alpha=0.1);
var Cdioxide;
RUN;

Obviously this interval does not include our population mean as well.

Exploring Hypothesis testing:
So now we have a good idea that the atmospheric carbon dioxide looks very different in recent years.
Let’s conduct a hypothesis testing with SAS’s help to confirm that.
Step1: Specify H0, H1 and an acceptable level of α.
H0: The average atmospheric carbon dioxide has not changed in recent years.
H1: The average atmospheric carbon dioxide has changed the recent years.
Our acceptance level is 0.05 (since we have no other way to determine this we use the default)
Step 2: Define a sample-based test statistic and the rejection region for the specified H0.
We will use a Z-test, and say that the rejection region will be any sample with average more than 1.96
standard deviations away from the mean, or equivalently, the probability of getting a value above our
sample average is smaller than 5%.
Step 3: Collect the sample data and calculate the test statistic.
What we will do is assume that the population average is μ=282.5684 and that if we are to create
samples of n=36 and compute their averages the average sampling distribution will have a mean of
μ=282.5684 and a standard error of

√

√

Let’s now compute the sample average if we focus on the last 36 years. This is our sample of interest.
To do that lets create a subset starting from 1979 and do a summary statistic on it:
DATA Carbon1979;
SET Carbon(firstobs=1980 OBS=2015);
RUN;
PROC PRINT data=Carbon1979;
TITLE ‘Years after 1979’;
RUN;

Notice that indeed this contains the last 36 observations. To find the mean let’s use again PROC
UNIVARIATE and the BasicMeasures selection.
TITLE “Summary Statistics for last 36 years”;
ODS select BasicMeasures;
PROC UNIVARIATE DATA = Carbon1979;
var Cdioxide;
RUN;

The sample mean is now ̅
̅

. To compute its Z-score we can use the formula:

And then we can look up that Z value on our table. BUT! There is an easier way using the command CDF
that we learned in lab 4. What we are assuming is that the averages follow a normal distribution with
μ=282.5684 and SE=
. And what we want to find is the probability:
(

)

(

)

(

)

Recall that the command is then CDF('NORMAL',X,μ,σ). The appropriate code is thus:
DATA normal;
P=1-CDF('NORMAL',366.1690,282.5684,2.236);
RUN;
PROC PRINT data=normal;
TITLE 'Probability of being greater than 366.1690';
Run;

Which yields that the probability is actually practically zero! Meaning that it is so small, that when SAS
rounds off (even if you use 20 decimal digits) you get zero.
To increase the number of digits displayed you can use the code:
PROC PRINT data=normal;
TITLE 'Probability of being greater than 366.1690';
Format P 21.20;
Run;

This will output value P using 21 spaces, 20 of them being decimal.
Step 4: Make a decision to either reject or fail to reject H0H0. This decision will normally result in a
recommendation for action.
There is absolutely no doubt here. We must reject the null hypothesis in favor of the alternative that the
average atmospheric Carbon Dioxide has changed the last 36 years when compared to the last 2000
years.
Step 5: Interpret the results in the language of the problem. It is imperative that the results be usable
by the practitioner. Since H1H1 is of primary interest, this conclusion should be stated in terms of
whether there was or was not evidence for the alternative hypothesis.
The concentration of atmospheric Carbon Dioxide has changed significantly the last 36 years. This test
proves it and the difference is statistically significant. Similar tests have been conducted for the last 2
centuries and they show a significant difference as well. Furthermore, tests on a scale of hundreds of
thousands of years have been conducted with the same results. Thus, natural phenomena (volcanoes,
change in sun’s activity etc) can be ruled out leaving only one possible explanation.

Lab #7: Confidence Intervals-Hypothesis Testing (2)-T Test
A. Objectives:
1. Subsetting based on variable
2. Explore Normality
3. Explore Hypothesis testing using T-Tests
Confidence intervals and initial inferences
As you recall, the PROC IMPORT statement is the best way to enter external data sets. The CSV file we
will be using is called “Bench.csv”. Download and save it in your favorite folder and mark the complete
path to it. Then use the following code to import it, making sure you put the correct path on the
DATAFILE argument.
PROC IMPORT OUT= Bench
DATAFILE= "put the complete path here…\Bench.csv"
DBMS=CSV REPLACE;
GETNAMES=YES;
DATAROW=2;
RUN;

31 College students who signed up for weight training were asked to do one maximum bench press and
the results were captured in the column benchpress.
Let’s try to print our dataset using the familiar PROC PRINT command as follows:
PROC PRINT data=Bench;
TITLE 'Maximum Benchpress';
RUN;

In order for us to better analyze the data, let’s sort it with respect to genders using the code:
PROC SORT data=Bench;
By Gender;
RUN;
PROC PRINT data=Bench;
TITLE 'Maximum Benchpress sorted by Gender';
RUN;

Let’s then explore our results and and try to find summary statistics for the total population by using
proc univariate as follows:

ODS select BasicMeasures;
PROC UNIVARIATE DATA = Bench;
var Benchpress;
TITLE "Maximum Benchpress Statistics";
RUN;

This will only output the Basic statistical measures (BasicMeasures) in the dataset Bench for the variable
Benchpress giving us the table:

Basic Statistical Measures
Location
Mean

Variability

82.61290 Std Deviation

Median 68.00000 Variance
Mode

54.00000 Range
Interquartile Range

50.87021
2588
197.00000
60.00000

Let’s now create two smaller sets, by using the variable Gender. This is done by creating two new
datasets from the set Bench named BenchF and BenchM respectively. We are using similar techniques
as previous labs by now we use the IF (Gender = ‘F’); statement to pick only the entries with F in the
gender column.
TITLE "Subsetting based on Gender";
Data BenchF;
SET Bench;
IF (Gender = ‘F’);
RUN;
PROC PRINT data= BenchF;
RUN;

Similarly we have:
Data BenchM;
SET Bench;
IF (Gender = ‘M’);
RUN;
PROC PRINT data= BenchM;
RUN;

This created the subset for males only by using the IF (Gender = ‘M’); statement.

Exploring Normality:
Let’s explore now how normal each of the two subsets are by using the codes which we saw in a
previous lab:

TITLE “How Normal is the female Benchpress Histogram?”;
Ods select Histogram ParameterEstimates GoodnessOfFit FitQuantiles Bins;
PROC UNIVARIATE DATA = BenchF;
HISTOGRAM Benchpress/ normal(percents=20 40 60 80 midpercents);
INSET n normal(ksdpval) / pos = ne format =6.3;
RUN;
TITLE “How Normal is the male Benchpress Histogram?”;
Ods select Histogram ParameterEstimates GoodnessOfFit FitQuantiles Bins;
PROC UNIVARIATE DATA = BenchM;
HISTOGRAM Benchpress/ normal(percents=20 40 60 80 midpercents);
INSET n normal(ksdpval) / pos = ne format =6.3;
RUN;

Besides the histograms, we also got the goodness of fir tests for the normal distribution. As we learned
in class, as long as the p values are greater than 0.05 we can assume that our data is “normal enough”,
since the corresponding null hypothesis is “H0: The data comes from a normal distribution”. Thus if p is
large enough we fail to reject that hypothesis and we can safely proceed with our analysis.
The goodness of fit tests for females are:

Goodness-of-Fit Tests for Normal Distribution (Female)
Test

Statistic

Kolmogorov-Smirnov D

p Value

0.13478581 Pr > D

>0.150

Cramer-von Mises

W-Sq 0.02915674 Pr > W-Sq >0.250

Anderson-Darling

A-Sq 0.17245239 Pr > A-Sq >0.250

It is ok to assume that we are working with a normal distribution when we are looking at the female
data.
On the other hand, the male data wields the following goodness of fit table:

Goodness-of-Fit Tests for Normal Distribution(Male)
Test

Statistic

Kolmogorov-Smirnov D

p Value

0.20756734 Pr > D

0.030

Cramer-von Mises

W-Sq 0.13797690 Pr > W-Sq 0.032

Anderson-Darling

A-Sq 0.85972286 Pr > A-Sq 0.023

Now the p values are lower than our agreed alpha of 0.05, so we must reject the null hypothesis and say
that the male bencpress values do not follow a normal distribution.
Finally if we want to find how the totality of our dataset behaves we should use the whole dataset by
utilizing the following code:
TITLE “How Normal is the Benchpress Histogram?”;
Ods select Histogram ParameterEstimates GoodnessOfFit FitQuantiles Bins;
PROC UNIVARIATE DATA = Bench;
HISTOGRAM Benchpress/ normal(percents=20 40 60 80 midpercents);
INSET n normal(ksdpval) / pos = ne format =6.3;
RUN;

The table we get then is:

Goodness-of-Fit Tests for Normal Distribution(All)
Test

Statistic

Kolmogorov-Smirnov D

p Value

0.15087615 Pr > D

0.072

Cramer-von Mises

W-Sq 0.22817637 Pr > W-Sq <0.005

Anderson-Darling

A-Sq 1.45276277 Pr > A-Sq <0.005

Now we have a problem. If we believe the first test we fail to reject the null, so our data could come
from a normal. If we believe the other two we need to reject the null, so our data cannot come from a
normal! (Statistics is complicated like that). In this class we will believe the KS test and stick with that.
But, even so, the value of 0.072 is very close to 0.05 so we will be diplomatic in our answer:
“The data could come from a normal distribution, but there is a high chance that it does not.”

Hypothesis Testing with T-test
The column BenchpressNew contains the maximum benchpress of the athletes after they completed
their 3 week program. What we want to see is if the average benchpress has changed significantly
before and after the program for female athletes only. Our hypotheses are thus:
H0: The average maximum Benchpress before and after the program has not changed for female
athletes.
HA: The average maximum Benchpress before and after the program has increased for female athletes.
We are justified to use the one sided alternative, since if there is a change that will almost certainly be
towards a bigger values. There are a couple of ways that we can check the hypothesis above. One is to
use that fact that the distribution of maximum benchpress for females before the program was almost
normal, with a mean on μ=46.91.
We can ask if it is possible to see the new average of the column Benchpressnew by chance.
To do that lets use the following code:
TITLE “Has the average benchpress of female athletes changed?”;
Ods graphics on;
PROC TTEST DATA = BenchF h0=46.91 sides=u alpha=0.05;
var BenchpressNew;
RUN;

The command h0=46.91 sets the null value we are testing it against.
The command sides=u lets sas know that we want only upper values, that is the alternative
hypothesis is “greater than” and the test is one sided. If we want smaller values we use sides=l. If we
want it to be two-sided we use sides =2
The command alpha=0.05 sets the threshold for alpha.
Apart from the summary statistics and a 95% confidence interval, SAS outputs the following table:

DF t Value Pr > t
11

1.38 0.0973

This contains the degrees of freedom of our test (12-1=11) and the corresponding t value as well as the
p value. In our case p is equal to 0.0973 which is greater than alpha and thus we fail to reject the null
hypothesis. But this is not exactly what we should be looking at.
It is better if we compare the benchpresses before the training program with the corresponding ones
after the program. Or in other words, test if the difference in values is significantly different than zero.

To do that we simply need to compare the corresponding variables Benchpress and BenchpressNew
with the code:
TITLE “Is the difference before and after trivial for females?”;
PROC TTEST DATA = BenchF;
paired Benchpress* BenchpressNew;
RUN;

The command paired Benchpress* BenchpressNew;
The summary statistics presented are for the difference Bencpress-BenchpressNew and the table:

DF t Value Pr > |t|
11

-4.42 0.0010

Tells us that the probability of seeing those differences is 0.001 if you are using a 2 sided test, or 0.005 if
you are using a one sided test. This is a more appropriate statistics to use because it compares each
individual before and after the training. In this case we can safely reject the null hypothesis and say that
the difference in the maximum benchpress before and after training is statistically significant for female
athletes.
Out of all the outputs that TTEST gives you the paired profiles is a very useful ne, since it shows how the
values changed for each observation by a line. The red line is the mean trend.

You can ask a similar question for males by using the code
TITLE “Is the difference before and after trivial for males?”;
PROC TTEST DATA = BenchM;
paired Benchpress* BenchpressNew;
RUN;

The change here is even more pronounced, but we must be careful since our distribution is a bit more
skewed than the one of females.
Finally, SAS has an excellent analysis on the t-test procedure that you can find here:
https://support.sas.com/documentation/cdl/en/statug/63033/HTML/default/viewer.htm#ttest_toc.htm

CHI- Square Test
Suppose that we want to analyze the following contingency table:

In order to import a contingency table in SAS we need to create a new dataset with the two categorical
variables and all the possible cases. We also need to define a dummy variable to hold all the numerical
entries. We call that variable counts. To create the dataset we use the code:
DATA = Vaccines;
INPUT Autism $ Vaccinated $ count;
datalines;
Yes Yes 440
Yes No 184
No Yes 1240
No NO 584
;

Notice the use of $ after the variables Autism and Vaccinated. Those are there to remind SAS that these
are categorical variables. Count, being a numerical variable, does not need a $ after it.
This has created and stored our dataset. In order for us to turn it into a contingency table and do the chi
square analysis we need to use the procedure freq. as follows:
TITLE ‘Contingency table and chi square analysis’;
PROC FREQ data=Vaccines;
tables Autism*Vaccinated/ chisq expected norow nocol nopercent;
weight count;
RUN;

The command: tables Autism*Vaccinated instructs SAS to create a contingency table using the two
variables Autism and Vaccinated. The rest of this command works as follows:
chisq : do the chi square analysis
expected: compute and display the expected values for each cell
norow: do not show the row marginal probabilities

nocol: do not show the column marginal probabilities
nopercent: do not show general probabilities
The output is something like this:

Frequency
Expected

Table of Autism by Vaccinated
Autism

Vaccinated
no

no

yes

Total

yes Total

584

1240

572.24

1251.8

184

440

195.76

428.24

768

1680

1824

624

2448

And the statistics table is:

Statistic

DF Value

Prob

Chi-Square

1 1.3827 0.2396

Likelihood Ratio Chi-Square

1 1.3931 0.2379

Continuity Adj. Chi-Square

1 1.2676 0.2602

Mantel-Haenszel Chi-Square

1 1.3821 0.2397

Phi Coefficient

0.0238

Contingency Coefficient

0.0238

Cramer's V

0.0238

Once again out of all the tests we focus on the first one. We say thus that the p value is 0.2396 which is
much larger than 0.05. So we fail to reject the null hypothesis. This dataset does not provide enough
evidence to support the claim that Autism and Vaccines are dependent.

